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¹ https: //www.telegraph.co.uk /news/uknews/baby-p/8541270/Baby-P-case-the-background.html

Introduction
In recent years, a number of high profile cases have 
driven public awareness of child abuse (e.g. Baby P¹) and 
fuelled concern over the ability to spot children facing 
rising threats to their wellbeing before they may suffer 
harm. Such cases are concerning and they focus our 
attention on the growing number of children under threat, 
particularly as modern technology exposes them to 
greater risk and abuse.

However, nowhere is the loss of a child who falls through the cracks more keenly 
felt than by the extensive ecosystem of professionals for whom child welfare is at 
the centre of their daily lives. 

Child protection investigations are amongst the most high-risk within the law 
enforcement, health and social care domains. They are high in volume and 
complex to investigate, taking time and expertise from multiple agencies, and 
with serious and potentially life-changing impacts for the victims. 

At the same time, the child protection and safeguarding landscape is fragmented. 
Information relating to risk and harm around children is spread across many 
agencies, making it difficult to see the total picture. With a growing population 
and constrained budgets, expert resources are more stretched and under 
increasing pressure.

In spite of these challenges, the passion felt by many to protect our children and 
safeguard their futures remains the same as ever.

So in a world where technology may be part of the problem, is there a way 
technology can also be part of a more effective solution?

We believe that it can: with the aim of empowering and supporting child 
protection practitioners, BAE Systems recently piloted a new multi-agency data 
analytics and risk identification solution which, when coupled with an assessment 
of existing practices and a subsequent roadmap to improved child protection 
operations, has the potential to automate the identification and analysis of risk to 
children in a more effective and efficient way.
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Who looks after our children today?
As children grow up they may come into contact with a myriad of professionals 
who have a duty of care to report any concerns about a child’s safety and 
security (e.g. teachers, doctors, dentists, social care workers, police). In addition, 
neighbours and friends may also have concerns about a child, which may 
subsequently be reported.  In each local authority throughout the UK, specialist 
Child Protection Professionals (CPPs) are employed who gather and analyse 
information relating to children for whom concerns have been raised. Where it is 
deemed that children are at risk − from one or more possible factors − the CPPs 
will make colleagues aware of the risks, so that appropriate action can be taken.

Until observations of a child who may be at risk are first recorded within any of 
the various systems which exist, affected children may remain undetected and 
exposed to risk. However, once observations relating to a child are passed onto a 
child care professional and subsequently recorded, assessments can be made with 
regard to the level of risk which that child faces. Depending upon the agency 
which records an observation, different assessments may be made as to the level 
of risk a child is exposed to. Where information relating to a child is recorded 
by multiple agencies, it is possible that each individual observation could in 
theory fail to trigger elevation to a higher status of concern. However, if these 
observations were viewed together, they may indicate a pattern of behaviour or 
exposure for that child to background threats or risks of a more serious nature.

Multi-Agency Safeguarding Hubs
With the above in mind, it has become the practice of many local authorities 
within the UK to facilitate the collection of data and observations from multiple 
agencies into a central hub for analysis, supervised by a superset of CPPs. Often 
referred to as Multi-Agency Safeguarding Hubs (MASHs), they enable observations 
to be shared between multiple agencies. The sharing of data in this way enables 
two immediate possibilities:

• Authorised CPPs in one agency may refer to information already recorded in 
other agencies when reviewing a new case file. 

• A CPP within a MASH may, through reviewing all the information relating to a 
particular case, for the first time be able to connect multiple incidents/reports 
together, unveiling a history or ecosystem of behaviours which are known to 
be indicative of unacceptable behaviour or threats towards children. 

In both cases, the CPP will be able to recommend actions relating to a child, 
now better informed by the collective knowledge of the MASH, i.e. a newly 
reported incident for a child previously not on a protection plan may result in 
the assessment of risk to the child which leads to a meeting between CPPs who 
discuss and delegate appropriate actions: this could include the child being put 
on a protection plan. Likewise, in the case of a child known but previously not 
considered to be at high risk, a second referral coming into the MASH may lead to 
an assessment by practitioners who decide that the aggregated risk is now above 
a threshold which mandates action to be taken.

Identifying children at r isk
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The value of the MASH system becomes quickly 
apparent when considering the ways that 
detection of a child at risk could be avoided, 
either deliberately or accidentally:

• A guardian forced to seek help for an 
injured or abused child may selectively 
engage with different authorities at 
different times, in an effort to mask 
exposure and lessen the likelihood of 
related observations being correlated

• A guardian may use different contact 
names or addresses when incidents 
involving them are recorded

• Multiple agencies can be involved in the 
normal care and protection of children at 
risk of harm and neglect. As children move 
between and across these various agencies, 
they may present different behaviours or 
activities to each. 

When data is shared and thus brought 
together into a single point for evaluation, 
patterns can be seen and connections made, 
which would otherwise go unnoticed.

In addition, it is recognised that in order for 
CPPs to make the most informed judgements, 
it is important to get access to as much 
information as possible. However, doing this is 
time consuming − especially if this information 
is not in the MASH − and often judgements 
which have to be made are time critical. By 
quickly giving CPPs access to a wider portfolio 
of information, more informed decisions can 
be made, more quickly.

‘ Often judgements 
which have to be 
made are time 
critical. By quickly 
giving CPPs access 
to a wider portfolio 
of information, 
more informed 
decisions can 
be made, more 
quickly.’
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Too much of a good thing? 
Data is power. So say many; but is it always true? If CPPs need information in order to make 
informed decisions, is it possible to have too much of a good thing? When faced with too much 
information and not enough time to evaluate it all, a CPP sitting inside or outside a MASH 
within their own agency may only be able to scan it or assimilate information which stands 
out or which they feel comfortable or familiar with. Data presented in unfamiliar ways may 
not be absorbed, or missed out, and different CPPs may find themselves arriving at different 
conclusions, even when presented with the same data. This is largely due to limitations in 
human abilities to quickly assimilate and interpret large amounts of dispersed information – a 
problem which is exacerbated under situations of high stress or pressure. 

It all comes out in the MASH:                                                                                             
but how much and how long does it take? 
In conversations with one MASH, it was estimated that a CPP took on average 60-150 minutes to 
assess and analyse information relating to each referral that came to the MASH. In evaluating 
each referral, the CPP is reviewing information available in a file, which often provides links to 
data or reports stored in other source systems. In reviewing this information the mind of the 
CPP is automatically scanning and digesting content, searching for an extensive set of keywords 
and risks, and assimilating information which can build a clear picture of activity or a pattern 
of related behaviours in the CPP’s conscious mind. The knowledge which guides what the CPP 
is looking for and interpreting from the reports they read comes from years of experience                   
and training.

The downside of this is that there are only so many experts, and each review takes time. For 
each referral review that is comprehensively completed, others may not even be started. In the 
current climate, with increasing demand and increasingly stretched resources, the problem of 
prioritisation and timely intervention becomes even more acute, and leads to a new question: 
can any part of the child protection process be improved by technology and automated where 
applicable? Can the limited time of expert practitioners be freed up and made more effective 
when operating in partnership with and supported by the capabilities of today’s sophisticated 
data analytics techniques?

We believe the answers to these questions are, emphatically, yes. 
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Introducing the 

2017 Child Protection 
Intelligent Analytics Pilot 
(CPIA Pilot)
In 2013 a team of experts from BAE Systems Digital Intelligence who were 
working with a powerful commercial data analytics engine were introduced to 
the challenges facing CPPs striving to improve the positive outcomes of children 
at risk and under threat. In partnership with Gloucestershire Constabulary, a plan 
was proposed and agreed with a consortium of partners, to assess whether there 
was an opportunity to improve the efficiency and capability of the processes and 
people involved in the Child Protection process. Thanks largely to the tenacity and 
direction shown by Gloucestershire Constabulary and its partners, over a period 
of four years a pilot programme was designed and agreed amongst all those 
involved, and was run for a period of twelve weeks during 2017. In the following 
pages we will describe at a high level, the main components of the programme, 
how it worked, and the results which were observed.
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In approaching the pilot, there were three main phases:

Phase 1: The Question of Privacy: A Legal Perspective

Phase 2: Operational Considerations and Workstream

o    How do CPPs work, how do they generate data, how do they share data, 
how do MASHs work? How is data reviewed? How are cases classified? 
What happens when a case is reviewed and flagged up for action?

o   What are the strengths and weakness of the existing processes? How could 
analytics help with current procedures? How could processes be optimised 
so that analytics could be even more effective in their application?

o   If the CPIA pilot was successful how would the MASH use the technology 
in practice and what would the roadmap look like to rolling out 
operational capability?

Phase 3: Technical Workstream − The Application of Data Analytics to
          Identifying and Reviewing Risk Related to Children 

At a high level the goals of the CPIA Pilot programme were to:

• Identify how an operational service could work in practice.                              
This would involve: 

o   taking feedback from the front line on elements of the process that work 
currently and elements that don’t

o   defining a target operating model for a future state where the child 
protection response is supported, driven and empowered by analytics

o   defining a path for how to get from where practitioners are now to the 
target operating model.

• Establish whether using automated data analytics:

o  can be legally, safely and consistently applied to the data 

o  can enhance risk identification

o   can help uncover and prioritise risk with respect to children and their 
health and safety.

• Demonstrate that there is significant benefit in bringing data together in an 
automated way, thus:

o  improving the ability of researchers to identify children at risk

o  enhancing their speed of response.

Each of these phases will be discussed in more detail in the following pages.
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In recent years, growing concern about the use 
of data and the power of analytics systems to 
interpret and analyse massive data sets has led 
to increased discussions around: 

• the ownership of data

• who may have access to it

• handling of the data

• the use of the data.

The data which would be used within the 
pilot was all held already within data-records 
and databases owned and controlled by 
either Gloucestershire Constabulary or its                  
partner agencies. 

Clearly, the data being generated and used 
within the agencies connected with child 
protection is very sensitive. Before any pilot 
programme could make use of such data, it 
was of paramount importance to examine and 
understand the legal standing upon which 
such a pilot could proceed, and to ensure 
that all data involved would be handled and 
treated with due respect for the law and 
all relative data regulations. In preparing 
for the pilot, extensive work was therefore 
conducted by all those involved in the project 
to understand what data would be involved 
and how it would be processed and used, 
in order to determine if such data and its 
usage would be permitted, and if so, under                               
which circumstances.

In particular, the following concerns                   
were identified:

• It was understood that the project 
would not involve the collection of 
new information about individuals and 
that only data that was already held by 
participating agencies would be used. 
However this data had not previously 
been subject to coordinated collection 
and storage in one location or automated 
analysis to identify children who have a 
number of risk factors.

• In some cases this information would not 
have been gathered voluntarily, such as 
criminal intelligence held by the police. 
In other cases the information would 
have been provided by individuals but 
without knowledge that it might be used 
in this manner.  

• Information about individuals may be 
disclosed to organisations or people who 
have not previously had routine access to 
the information.

• The project involved using new 
technology and adding it to an existing 
process. Whilst the technology is well 
established, it has not been used in this 
way for child protection before. 

• The project had the potential to 
highlight cases which could result 
in decisions being made or action 
taken that has an impact on an               
individual’s privacy.

• Some of the information about 
individuals is of a kind particularly likely 
to raise privacy concerns or expectations.

Phase 1: The Question of Privacy: A Legal Perspective

‘ Before any pilot programme could make use of 
such data, it was of paramount importance to 
examine and understand the legal standing.’



2  By nature, the details contained in the PIA are sensitive. For permission to view the PIA and the Barrister’s report and opinion 

‘In the matter of using Intelligent Analytics in Child Protection’, please approach BAE Systems.
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During this exploratory phase some explicit 
questions were raised by partners of the            
pilot, including: 

• Was the approach for the pilot compliant 
with the Data Protection Act 1998 (DPA)? 

• Were the privacy risks and proposed 
solutions for mitigating those                    
risks adequate? 

• Should upfront consent be sought by 
individuals whose data will be used in 
the pilot? 

• On what basis was data being deemed in 
or out of scope for the pilot?

• What would be the operational impact of 
risks arising from this analysis?

In response to these concerns, the CPIA Pilot 
scope and approach were shaped accordingly. 
This led to the decision to remove some 
important sources of data from the scope 
of the project, which would otherwise have 
added significantly to the value of the pilot 
(e.g. healthcare records). Additionally, a 
number of other steps were taken to respond 
to the identified concerns and to provide 
assurance to the partner agencies. Primarily, 
these included the following: 

• A comprehensive Privacy Impact 
Assessment (PIA) was developed             
which stated:

- Under what legal basis the pilot was  
  being undertaken

-  What data was being requested             
  and why

-  What data was being specifically 
  excluded and why

-  How the data was going to be secured, 
  transmitted and destroyed

-  Who would be permitted to have 
  access to the analytical environment.

• The Information Commissioner’s Office 
was briefed prior to and throughout the 
pilot’s duration. They provided guidance 
on best practices to help ensure the 
project was being undertaken with 
proper data sharing agreements and 
protocols in place. 

• Each partner agency consulted with their 
own data protection officers to obtain 
local privacy impact assessments.

• Fair Processing Notices (FPNs) were 
updated where required and notices 
placed on the websites of partners.

This phase of the pilot’s work took close to 
24 months to complete to partner agencies’ 
satisfaction but resulted in comprehensive 
documentation around the legal gateways for 
sharing and the technical mitigations around 
data and privacy risk.

Review of the PIA by an 
independent barrister
To determine the legal basis upon which the 
pilot programme may proceed, a detailed 
Privacy Impact Assessment (PIA) report 
was collated and published. This was then 
submitted to a respected barrister at a 
Chambers in London for additional comment. 

After a comprehensive review of the PIA, the 
barrister formed an opinion2 and advised that 
the proposed extent and use of data within 
the pilot project would be permissible within 
and respectful of existing law. In particular, 
it was noted that justification for use of the 
datasets proposed for use and outlined in the 
PIA was adequate and robust.

Furthermore, although the scope of the 
PIA was intended for the CPIA pilot only, 
it was noted that the PIA would serve as 
the foundation for any updated PIA at the 
implementation stage, should the pilot 
proceed to operation. Noting the opinion and 
advice set out by the barrister in the report, all 
those in the project’s consortium of partners 
were then able to move on to the next phase 
and prepare for analysis of the data.
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Before the CPIA pilot could be further refined, 
it was necessary to capture and understand 
comprehensive details concerning existing 
operational models employed by CPPs and 
the function of the Gloucestershire MASH. 
This output was then able to help determine 
how and where analytics could deployed, 
and in consideration of the output from 
Phase 1, which datasets could be accessed                            
and analysed.

In addition, whilst this work was ongoing to 
enable a pilot rollout, considerations were also 
being undertaken in parallel as to how a fully 
operational model could be deployed both for 
Gloucestershire and more widely in the UK. 
Alongside the technical analysis workstream, 
significant effort was also put into developing 
an understanding of what a possible future 
ideal target operating model (TOM) would 
look like. 

This was done for two reasons:

1. During the operational review of existing 
processes, a number of weaknesses and 
inefficiencies were identified in existing 
operational procedures by the CPPs who 
were interviewed and who contributed to 
the review. In designing a future improved 
TOM, it would be sensible to include plans 
to address these weaknesses and redesign 
operations so that existing operations 
were improved upon.

2. BAE Systems’ experiences from working 
with past clients has highlighted that 
where a team’s model of operation is 
disrupted due to new technological or 
analytical capabilities being deployed, 
simply trying to adopt the new capabilities 
into the existing operating model isn’t 
the most effective approach. Instead, 
a better approach is to review whether 
the operating model can and should 
be adapted to better exploit the                        
new capabilities.

Approach: During Phase 2, a package of 
business design work was undertaken, 
beginning with an analysis of the current 
operating model, processes and key user 
groups involved in the protection of children. 
Interviews were conducted with:

• A Detective Chief Inspector from 
Gloucestershire Constabulary Public 
Protection Bureau

• The MASH Police Decision Maker and 
Central Referral Unit Manager

• The MASH co-ordinator from 
Gloucestershire County Council 

• The MASH Lead and multi-agency referral 
co-ordinator from the Gloucestershire 
Domestic Abuse Support Service 

• A safeguarding officer from the Central 
Referral Unit 

• A senior analyst from the NSPCC.

Practitioners were also asked what their 
concerns and frustrations were with the 
current operational setup, and were requested 
to prioritise these based upon both the 
complexity to resolve these problems and 
the impact of fixing them. Based upon these 
interviews, the target (to-be) operating 
model and a single common approach was 
then developed with representatives from the 
partner agencies, with two primary aims:

• To exploit the new capabilities offered by 
the technology

• To build a new process that addresses the 
weaknesses, risks and challenges of the 
current operating model.

Phase 2: Operational Considerations and Workstream



Capability today

Capability at 6 months

Capability at 1 year

Capability at 2 years

45%

52%

64%

78%

Figure 1: Representatives from the partner agencies helped define what each future state 
would look like in comparison to an idealised 100% improvement target. Over time there is 
clear improvement in capability
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Output: The workstream resulted in a roadmap for transitioning to a future TOM. Recognising 
that budgets are stretched and capacity is at a maximum, the roadmap focused on delivering 
benefits quickly while laying the groundwork for the larger, more transformational changes. 
This resulted in three future states being defined:

• CPIA Pilot + 6 months – using the CPIA Pilot’s capabilities in operation

• CPIA Pilot + 12 months – increasing the automation of data processing

• CPIA Pilot + 24 months – proactively analysing trends and patterns

The promise of moving towards the TOM:  For each of these future states defined in the future 
TOM, a set of activities was defined, enabling the partner agencies to understand what actions 
needed to be undertaken to move forward in the roadmap to the optimised TOM. 

In addition, BAE Systems asked representatives from the partner agencies to conduct a ‘maturity 
assessment’ in order to objectively illustrate how each future state demonstrated progress 
compared to the current operating model. 

Assessments were completed for the following states:

• As-is – the current MASH processes and capabilities

• CPIA Pilot + 6 months – using the CPIA Pilot’s capabilities in operation

• CPIA Pilot + 12 months – increasing the automation of data processing

• CPIA Pilot + 24 months – proactively analysing trends and patterns

The results were as follows:



As can be seen, if the roadmap to the future TOM was 
implemented, it was considered by the CPPs involved in 
the project that the capability of the MASH would increase 
significantly, as weighted against a theoretical maximum score 
of 100%. (In practice it is unlikely that 100% would ever be 
achieved owing to a prohibitive cost compared to the benefit 
gained. However, this assessment approach helps in setting 
future expectations and aspirations against today’s baseline.)

Although none of the operating model changes could 
be implemented during the CPIA Pilot, it allowed for the 
development of an agreed and achievable roadmap of 
improvement, which would be advisable in a future rollout of 
the capability trialled in the CPIA pilot.

baesystems.com/digital
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‘ Recognising that budgets 
are stretched and that 
practitioners are on the front 
line, the  roadmap focused on 
delivering benefits quickly...’



         

‘ It should be noted 
that BAE Systems 
does have significant 
experience in helping 
protect children from 
online threats’
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As noted by the recent NSPCC report “How 
safe are our children - 20183”, a growing 
percentage of threats facing our children now 
arise from children increasingly having an 
online presence, or access to the internet. For 
the purposes of clarity, the CPIA Pilot focused 
upon offline threats, with online threats being 
beyond the scope of this project. It should be 
noted that BAE Systems does have significant 
experience in helping protect children from 
online threats, and since 2008 has been 
working in partnership with the UK’s Child 
Exploitation and Online Protection Centre 
(CEOP), a command of the National Crime 
Agency which is dedicated to tackling child 
exploitation and online harm.  

By working closely with CEOP’s officers, we 
have gained a deep understanding of the 
organisation and the challenges it faces in 
keeping up with developments in technology 
and the ability of offenders to exploit that 
technology for their own means. By combining 
this with our expertise in advanced data 
analysis, which spans the intelligence, law 
enforcement and telecommunications space, 
we have been able to provide valuable support 
to improve the speed in which the CEOP can 
detect and investigate crimes against children. 

Whereas currently our work with the 
CEOP’s officers remains separate, in future 
it is hoped we will be able to integrate our 
valuable expertise from this area into future 
capabilities based on the technology proven in 
the CPIA pilot.

Phase 3:  Technical Workstream -The Application of Data 
Analytics to Identifying and Reviewing Risk to Children
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Goals of the CPIA Technical Workstream
Primary Technical Goal of the CPIA pilot: The primary goal of the CPIA Pilot was to investigate 
whether or not the use of automated analytics can enhance the ability of CPPs to examine large 
amounts of data, and to spot patterns of behaviours or sets of related events which, when 
examined through the lens of experienced CPPs, can help them to understand and quantify the 
level of risk or harm to a child in an offline environment: i.e. can it help a CPP to do their job 
better/faster/more efficiently.

Secondary Technical Goal of the CPIA pilot: The secondary aim of the pilot was to investigate 
whether the automated analytics capability could help go beyond the above, and begin to make 
assessments about the level of risk that a child is exposed to, based on the risk indicators that 
they have triggered. If so, based on their risk score, could the system prioritise the children for 
review by CPPs, who could then review the risk indicators triggered and the child’s network 
which has been generated automatically by the system? During this stage of manual review, the 
CPPs could then use their significant practical experience and judgment to determine the next 
and best course of action for the child.

If the use of this technology is able to help CPPs conduct such reviews more swiftly, or increases 
the ability of a CPP to identify children at risk, this phase of the pilot will have been successful. 

The status quo: Currently, individual incidents involving (or related to) children are being 
recorded by numerous professionals on different databases across multiple agencies.  Not 
all of these incidents will necessarily directly relate to harm being done to a child. However 
they may be indicative of an environment where the risk of harm or abuse to a child becomes 
unacceptably high. There is also the possibility that they directly reveal that harm has already 
come to a child or that the child is involved in practices which are detrimental to their safety 
and well-being.

When such records are filed individually on disparate systems, it is very difficult for CPPs to 
connect the incidents and draw meaningful conclusions. However, when viewed together they 
form part of a bigger picture. This is the strength of the MASH model, but at present it is a 
reactive and often manually-driven process. 

One weakness of this approach is that the MASH only deals with a recorded incident if it scores 
above a certain risk threshold in the individual agency, thereby being considered significant. If 
the incident does not pass the threshold for concern, its existence remains local to the original 
agency who encountered it, and an opportunity to review the incident in the context of other 
relevant information may be delayed or completely lost. 

3  https: // learning.nspcc.org.uk /media/1067/how-safe-are-our-children-2018.pdf



What we actually did in the CPIA: Investigating the primary goal
BAE Systems has a rich heritage in building data analytics systems that automate the analysis 
of large scale data sets. These systems are deployed within customers in different industries to 
examine different data sets in different ways, in many cases using a commercial BAE Systems 
product called NetReveal, which is one of the leading software products used in the financial 
industry to detect fraud.

In a full rollout, the collection of data considered ‘in scope’ (i.e. permitted) from the individual 
agency databases would be automated and this collection would take place at regular intervals. 
However, for the pilot it was agreed that a one-off extract of three years of ‘in-scope’ historical 
data would be conducted from each participating agency. This data would then would be 
brought together and reproduced within the MASH environment in a secure central database 
and made available for research and analysis within the pilot. 

Within the CPIA pilot NetReveal was tuned to scan the data sets (containing both structured and 
free text narrative information) so that it could automatically identify the appearance of a set of 
pre-agreed keywords and phrases which had been produced in partnership with the CPPs.

In scanning the data, the system was taught to recognise certain occurrences of words and 
designate them as ‘entities’, e.g. children, adults, addresses, telephone numbers and others. 
Having identified them, the system noted wherever they appeared within the data, and 
‘extracted’ them to create visual representations of their occurrence.

These entities were then resolved into various ‘single views’, where each view showed a single 
representation of an entity with links to all the data sources it appeared in. 

In addition, the links between entities were also established, creating ‘networks’ of 
relationships with a child at the centre, linked to all associated entities. For example, in one 
report it may be found that Child A is linked to Person B, while in another report it may be 
found that Person B has been registered on the sex offenders register. Through the network, 
these individual pieces of information from separate reports are now connected, highlighting 
increased risk to Child A. 

As well as this network of connected entities the source data was also available for review, so 
that from a single screen a practitioner could review a child, the child’s network of associated 
entities and the source data from all relevant data sources. 

Identifying children at r isk

16 // 24

“ ...from a single screen a practitioner could 
review a child, the child’s network of 
associated entities and the source data 
from all relevant data sources...”



CHILD ADULT

ADDRESS

CHILD ADULT

ADDRESS

CHILD

LANDLINE

LANDLINEADULT

EMAIL

CHILD ADULT

ADDRESS LANDLINE

EMAIL

Data records ingested 
into the system have 
‘entities’ automatically 
extracted from them – 
here, a child, adult and 
an address which 
appear in the records 
have been extracted. 

This is done for all records. 
Where extracted entities 
appear to be the same, the 
system automatically 
resolves these entities. 

Entities are displayed visually, 
with links to all of the 
information they appear on, 
through a graphical interface. 
They are also linked to other 
entities, creating networks of 
relationships that are built 
from data records across 
multiple agencies.

1. 

2. 

3. 

Figure (2): Networks of related entities were automatically built and visualised, enabling users 
to quickly review and assess a large amount of information across a number of entities.

baesystems.com/childprotection

17 // 24



Figure 3: Where there are a significant number of related data records available, 
networks can become large and complex. In such cases, graphical representations 
can speed up interpretation and analysis.

To ensure that this approach would be effective, we worked closely with MASH 
CPPs to ensure that the way data was interpreted and analysed closely mirrored 
the practitioners’ own methods. Together with the CPP practitioners, we designed 
a data model which accurately represented the real-world entities in the data, and 
their relationships to each other – including colour coding links to show what role 
an entity played on a data record (e.g. an entity representing an adult might have 
the role of ‘victim’ or ‘perpetrator’ on a crime report). 

The identification of entities and generation of networks was then done 
automatically by the solution, resulting in network diagrams where a child was 
linked to all relevant records that refer to them and to other related entities 
(e.g. parents, siblings, teachers, reporters of concerns). This enabled MASH 
practitioners to more easily see all the information relating to a particular child 
that was held by the partner agencies. Through working with NetReveal, data 
previously recorded only on forms or as free text suddenly became an intuitive 
map of relationships represented in a visible, highly-interactive format.

Links from one data point to another, from one network to another, could quickly 
be revealed by a click of a mouse. Practitioners could explore the links between 
entities, highlight those of greatest concern, and drill down into the source 
records to review all the available information, enabling more rapid research. 

This powerful interactive methodology enables CPPs to see patterns ‘hidden’ in 
the data that would never otherwise be visible from the tabular or form-based 
data formats they were previously working with.

In considering the capability tested during this part of the pilot, it was found that 
using the pilot system, research into children who presented risk took an average 
of 15 minutes. When compared with the current MASH process which takes 60-
150 minutes of research per referral, the automated approach provides a clear 
advantage in terms of enabling a CPP to review more children, faster.
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In looking at the secondary technical goal of the pilot, the aim was to demonstrate that 
automated risk assessment and identification could be performed by the system, highlighting 
children who were at risk and bringing them to the attention of CPPs at the earliest             
possible time.

To achieve this, a panel of child protection and safeguarding specialists was assembled to 
form a ‘risk advisory group’ whose purpose was to guide the team on the development of the 
risk identification algorithms. This included creating and refining a list of over 100 individual 
indicators of risk based on their professional experiences in encountering children at risk. 
Examples of risk indicators included: 

• Has Child A been reported missing from school? How often?

• Have the police been called to investigate any cases of domestic abuse at an address 
connected to Child A? 

• Have any reports been recorded of suspicious bruising on Child A by friends or 
schoolteachers?

• Do any of the reports contain reference to substance misuse?

• Was Child A ever recorded as being witness to a crime? 

• Is there any evidence of the child self-harming?

Searching for indicators of risk involved configuring the algorithm to identify and analyse 
keywords, links between data records and patterns of activity, with the aim of highlighting 
these to practitioners for further action. 

This risk analysis approach was applied not only to children but also to other relevant entities, 
such as adults in close proximity to children – mirroring the research approach taken by 
practitioners. For example, a subset of indicators sought to highlight previous criminal activity 
of adults who were in close proximity to children and to provide a contribution to the overall 
risk score for children. 

Guided by the experts, different weightings were applied to the various risk indicators which 
the algorithm searched for. For each child, the risk indicators and their scores would then be 
combined into a summary risk score. This resulted in a holistic view of risk being generated for a 
given child, along with direct access to the information which indicated the source of risks which 
were flagged up and of concern.

Figure 4: Individual risk indicators were combined to an overall risk score based on a set of 
weightings that were defined and reviewed by a group of child protection and safeguarding 
experts who validated the outputs during the project. In the example above:

Risk Indicator A’s contribution to the overall risk score = 1 x Risk Indicator A’s Score

Risk Indicator B’s contribution to the overall risk score = 3 x Risk Indicator B’s Score

Risk Indicator C‘s contribution to the overall risk score = 6 x Risk Indicator C’s Score

Weight  = 1 Weight  = 3 Weight  = 6

Combined risk indicators: Output is high/medium/low

Risk Indicator A
Scores 0-10

Risk Indicator B
Scores 0-5

Risk Indicator C
Scores 0-1

Investigating the secondary goal: Automated Analysis of Risk Indicators: 
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Throughout the pilot the performance of the risk algorithm was analysed and refined. Of 
particular importance was the input from a social worker who worked with the team to help 
improve the quality, effectiveness and accuracy of the risk identification: this was done by the 
social worker iteratively reviewing outputs from the solution and recommending changes to the 
data model, the analysis model, and the prioritisation weightings for the risk indicators. 

As refinements were made, the solution flagged up children who were potentially at risk, 
alongside clear, English-language descriptions of the risks that had been identified, in order 
that CPPs could review these findings and make a decision about the correct next course                   
of action.

Summary of Phase 3: Did it work?
Overall, the conclusion was that the goals of the CPIA pilot had been met and that 
demonstrating the concept of using automated data processing to highlight children at risk           
was successful. 

In the first part of the technical part of the CPIA pilot, it was found that using the pilot 
system, research into children who presented risk took an average of 15 minutes, which favours 
comparably with the current MASH process which takes 60-150 minutes of research per referral.

When it came to the second goal of using risk indicators combined with the analytics algorithm, 
the pilot tested the algorithm against three years’ worth of historical data and identified 
thousands of indicators of risk within the files analysed, aggregating the low level indicators 
into higher level assessments of the total risk situation. These were designated as being high, 
medium, or low in terms of severity and, to understand how accurately the system was working, 
the CPIA pilot team cross-referenced the top scoring cases against the outcomes already 
recorded on the CPPs’ existing system. This was done to see if the CPPs had also historically 
found these cases manually, and if so, to determine what status they had been given and if they 
had been reviewed and dealt with. Their findings were as follows: 

• In ~80% of cases, it was possible to automatically reconcile output from the pilot system 
with the equivalent cases from the original CPP review, and to establish that these cases had 
been investigated and were closed, or were still open and in process. 

• In ~20% of cases, it was not possible to automatically reconcile output from the pilot 
system with the equivalent cases from the original CPP review, so further manual review 
and comparison was undertaken. This review established that the pilot findings were in 
line with those observed by the CPPs in the due course of their work, with similar risk                         
factors identified.

• In a small number of cases which were manually reviewed, the pilot system had identified 
different or additional risk factors as compared with the original CPP review, but the overall 
level of risk was the same as that established by the original CPP review.

• Notably, there was one case were the pilot system highlighted one child as being at a 
higher level of risk than had been identified by the CPPs. This case was further reviewed 
by the CPPs and the risk scoring of the CPIA output was then downgraded manually by the 
CPPs. Although a future, more refined version of the algorithm may have more accurately 
categorised the level of risk, this event showed the importance and value of always ensuring 
that there is a skilled, human expert in the loop who can be relied upon to oversee the 
output of automated processes. 
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There are several points worth summarising:

• Using the risk indicators methodology, the pilot 
system was able to highlight many cases, where a 
review of the cases subsequently showed that similar 
conclusions had been drawn manually by CPPs. 
However, the time taken for review, per child, was 
significantly shorter, meaning that where resources 
are stretched, CPPs can work more efficiently, 
covering more case reviews in the limited time they 
may have. 

• The visual nature of the interface enables powerful 
analysis of any information interrogated by CPPs.

• An unanticipated benefit was the identification of 
other risky behaviours that weren’t explicitly in the 
scope of the analysis. As an example, following the 
implementation of the risk indicators, the highest 
scoring network was reviewed. In assessment 
by practitioners, it appeared that the system 
had identified a youth gang with members from 
multiple age groups. In another example, a list of 
the addresses from which multiple distinct missing 
persons were reported was compiled. The most 
prevalent address was a care home for vulnerable 
children, which might be expected to generate a 
high rate of missing persons. However, by analysing 
common characteristics across multiple networks, 
some residential addresses were also identified, 
including two which were adjacent to each other. 
This is an insight that could be difficult to find 
through other means available to the MASH but 
which, once found through analytical means, could 
be easily spotted in future. 

The success of the pilot was however, also in spite of 
several limiting factors:

• The data available for conducting risk analysis 
was limited due to technical and legal issues with 
acquiring an optimum, desired spectrum of data 
for the CPIA. This meant that a number of risk 
indicators had to be taken out of scope for the pilot, 
and this limited the ability to automatically identify 
and accurately prioritise the complete risk around          
a child. 

• Due to time limitations, the risk analysis work 
focused primarily on risk indicators. However, in 
professional practice, ‘protective factors’4 would also 
be included in the assessment which would mitigate 
the risk around children. Future improvements to 
the algorithm would seek to include such other 
factors, and enable it to be more effective. 
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by practitioners, 
it appeared 
that the 
system had 
identified a 
youth gang 
with members 
at multiple age 
groups.”

4  https: //www.childwelfare.gov/topics/preventing/promoting/protectfactors/



Summary of the CPIA Pilot
In this white paper we have reviewed the feasibility of applying technology 
from the evolving field of data analytics to helping Child Protection 
Professionals automate the analysis of risk facing children, and where possible 
improve their effectiveness in the face of stretched resources and growing 
data volumes.

The pilot looked at three areas:

Phase 1: Understanding the legitimacy of using the analytics amidst concerns 
for data protection

Phase 2: Understanding how CPPs currently operationalise the analysis of 
data, and consulting on a future target operating model where highlighted 
inefficiencies had been removed and improved upon

Phase 3: A trial of data analytics technology on a cut of three years of 
historical data, with a comparison of results between real historical outcomes 
and those flagged up by the pilot in the identification of children at risk, 
along with the risk factors identified.

Outcomes
Phase 1: In Phase 1 a legal basis was provided which supported the handling 
of data within the pilot scheme. It is agreed that this now provides a solid 
basis upon which further research could be performed to support the rollout 
of any live trials or further pilot schemes.

Phase 2: In Phase 2, work was also done to help identify weaknesses in the 
existing system and procedures which could be improved in future. As part of 
this work, a roadmap to an improved Target Operating Model was developed, 
which would be advisable and applicable in a future rollout of the capability 
trialled in the CPIA pilot.

Of particular note is the potential for the analytics system in a live rollout 
of the technology to aid in the automatic gathering of data from relevant 
partners’ databases (e.g. every night at midnight), enabling risk analysis to 
be completed on a wider dataset, not just those data points referred into 
the MASH manually by the CPPs. This automated gathering could not only 
enhance the ability to spot wider patterns and enhance scoring of risk overall 
over a wider dataset, but it also frees up CPPs from the manual acquisition 
and collation of data. Furthermore, in a live operation scenario the system 
could be programmed to send a report to authorised CPPs at the start of every 
day, alerting them to the results of an overnight scan which highlighted any 
children deemed to be above a certain level of risk: experienced CPPs would 
then be able to review the risks highlighted and make professional decisions 
about the next actions to take. In another scenario, authorised access could 
be potentially be granted to some CPPs outside of the MASH, such that 
when conducting home visits or interviews with children at risk, they could 
proactively get access to the latest knowledge surrounding the child, current 
risk factors, and their environment. 
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In addition, there is the potential to centralise a number of CPPs in a 
MASH, who with training, could focus on identifying and quantifying 
risk more effectively with the support of the technology.

Phase 3: Overall, the CPIA pilot scheme trialled in Phase 3 proved that 
data analytics could effectively and efficiently aid in the identification of 
risk affecting children. The success achieved during the technical phase 
of the pilot was accomplished in a period of twelve weeks. During this 
time, the algorithm was being continuously tweaked by the BAE Systems 
experts in partnership with the deep practical experience of the CPPs. If 
in future the system was made live with access to an even richer, more 
significant data set, then with improvements to the algorithm being 
made on a regular basis, over time it is hoped that the system would 
become highly reliable and trustworthy. Most importantly, the system 
showed great potential for discovering new risk factors previously 
not visible to the CPPs. This last point should not be underestimated: 
in the real world each case reviewed during the CPIA pilot related 
to a child who was under some form of threat or at some risk. It is 
therefore believed that if this pilot scheme were to be deployed in a 
live operational scenario, the use of data analytics for Child Protection 
would protect and help save children’s lives.

In closing, this white paper recommends that data analytics could 
enhance a CPP’s ability to identify children at risk, perform reviews 
quicker, and provide a more comprehensive understanding of the risks 
which children face.

To learn more about BAE Systems NetReveal, the CPIA Pilot discussed 
in this paper, or any other technology challenges you may wish               
BAE Systems to help you with, please contact us or visit 
baesystems.com/childprotection
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